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OBJECTIVITY/DB® – FLEXIBLE DEPLOYMENT 
 
Objectivity/DB uses a powerful, distributed processing architecture to manage localized, 
centralized or distributed databases. This White Paper discusses a wide variety of 
Objectivity/DB deployment options, ranging from laptops to distributed clusters in High 
Performance Computing environments. It also covers high availability configurations, in-
memory databases, the distributed Parallel Query Engine and data replication issues. 
 
We start with a quick introduction to the distributed architecture of Objectivity/DB and 
then discuss the parameters that affect deployment configurations before describing a 
range of configurations. 

Objectivity/DB Architecture Primer 
 
Introduction 
 
This section discusses the primary architectural features of Objectivity/DB: 
 

• Single Logical View 
• Simple, Distributed Servers 
• Replaceable Components 

 
Single Logical View 
 
Objectivity/DB implements a tiered storage hierarchy, shown in Figure 1 (below). 
Regular C++, Java or other object-oriented languages create objects that can be made 
persistent using Objectivity/DB Application Programming Interfaces. An object may 
have multiple varying length arrays. Objects are stored in logical clusters, called 
containers, which are analogous to a file. The containers are stored in a database that can 
consist of a single file or a file for each container. The database files can be stored 
anywhere in a network of computers and storage devices. The databases are catalogued in 
a federated database, which also contains the schemas that describe the various objects 
that can be stored in the federation.  
 

 
 

Figure 1 – The Objectivity/DB Logical Storage Hierarch 
 
Each object instance has its own unique Object Identifier [OID] that is preserved for the 
life of the object. The Objectivity/DB OID is a 32 or 64 bit composite logical structure 
that can address millions of Terabytes of information. The largest publicly documented 
Objectivity/DB deployment stored over one Petabyte (100 TB) of objects.  
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Applications can create ‘one-or-many’ to ‘one-or-many’ relationships between objects. 
These links, which use OIDs, can cross container and database boundaries, enabling ultra 
fast navigation across networks of objects. 
 
Objectivity/DB is a true distributed DBMS, so applications do not need to know where 
objects are stored. Objectivity/DB automatically finds the correct object, fetches it into a 
client-side cache and formats it to suit the purposes of the local user (language, operating 
system and hardware variant).  
 
Traversing relationships between objects, using indices, hash tables or other collection 
structures, can make searches faster. The application has a “Single Logical View” of all 
of the objects in a federation and a choice of mechanisms for accessing them. 
 
Simple Distributed Servers 
 
Unlike conventional DBMSs, which generally use a complex central server, 
Objectivity/DB uses distributed processing. The client is directly linked to a library 
containing the DBMS code required for manipulating the contents of a federated 
database. Objectivity/DB uses three types of simple server, shown in Figure 2 (below): 

• There is at least one Lock Server, which helps enforce transaction semantics. 
• Remote data is accessed via simple data servers that manipulate fixed size blocks 

(pages) of data. 
• Optional query agents can execute fragments of a query on behalf of parallel scan 

operations or legacy applications. They may be object oriented Parallel Query 
Engine agents or SQL++ servers that can interpret SQL/ODBC requests. 

 

 
 

Figure 2 – Objectivity/DB Distributed Server Architecture 
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Replaceable Components 
 
Objectivity/DB strikes a balance between the free-for-all of open source software and 
traditional closed (proprietary) products by providing replaceable components in key 
subsystems. If the developer can run the verification suite for a replaceable component 
then Objectivity will provide standard support for applications that use modified or 
replaced components.  
 
The main replaceable components (shown in Figure 3, below) are: 

• User defined plugins for the open source Eclipse® Integrated Development 
Environment - invoke Objectivity/DB database administration and schema 
management functionality. 

• Object Oriented SQL++ server methods - used in support of SQL++ queries, e.g. 
to interpret “Age” as a method that must compute an age from the Date_of_Birth 
field in a Person object. 

• Task Splitters – used by Parallel Query Engine to direct the scope of a query, e.g. 
to direct fragments of a query about cities in Europe to Query Agents that service 
each Country database. 

• Filter Components – used by Query Agents to further qualify an object found 
using generic query predicates. 

• Object Oriented File System [OOFS] – sits between a data server and the file 
system or specialized storage devices. 

• Generalized Security Architecture [GSA] Component  - used within OOFS to 
allow system or database administrators to control access to files. 

 

 
 

Figure 3 – Replaceable Components (colored pink)
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Configuration Parameters 
 
Introduction 
 
This section discusses the most important parameters that affect the selection or 
flexibility of system deployment configurations. Each of the following parameters is 
covered:  
 

• Processor power 
• Data locality 
• Input/output capabilities 
• Network bandwidth 
• Concurrency  
• Caching 
 

• Data usage dynamics (read-only, 
volatile, query relevance) 

• System latency 
• Fault tolerance 
• Geography/mobility 
• Security

 
Processor Power 
 
An Objectivity/DB client must have enough processing power to service object handling 
requests and to manage messaging and I/O requests. In general, at least a 500 MHz 
processor is required. If it is to manipulate remote data then it needs at least 100 Mbit 
Ethernet connectivity. It needs a minimum of 3 MB of RAM for Objectivity/DB, plus 
extra for the configurable in-memory cache (covered later). 
 
If the client processor has inadequate power, RAM or connectivity then it should use a 
messaging protocol to send requests to an application server that executes the 
Objectivity/DB client code. 
 
As more powerful processors are added to a system their full power can be exploited to 
run: client applications; application, data, lock or query servers; or any combination of 
these tasks.  
 
Data Locality 
 
In a central server database environment all data is transmitted to or requested from a 
single logical server node. Objectivity/DB is a distributed DBMS, so data can be 
captured, processed, cached and accessed at any convenient location.  
 
For instance, raw data collected from an instrument or sensor can be stored within or 
close to the equipment that created it, such as near the factory floor or in a moving 
vehicle. Initial processing may occur there or in separate, probably larger, systems that 
read the data, correlate it with other data resources and create a repository of more useful 
information. The original data may stay where it is or be moved to the information 
repository, depending on usage patterns and local resources.  
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The processed data may be accessed from multiple sites, some of which may need to 
reach back to the raw data, or it may be partially or entirely replicated to other sites for 
further processing, or to alleviate network bandwidth problems. Some subsets of the data 
may be moved to mobile computers, supplemented with new information and returned to 
the repository when a connection is available. Figure 4 (below) summarizes this 
commonly encountered data locality pattern. 
 

 
 

Figure 4 – Data Ingest and Fusion Pipeline 
 
Deciding where to store individual items or groups of data depends on many of the other 
parameters mentioned in this section, particularly: processor power; I/O and network 
bandwidth; data usage patterns; fault tolerance and security. Objectivity/DB federations 
can be logically and physically segmented using the database and container constructs. 
This topic is discussed in depth in a separate White Paper – “Dynamic Containers – the 
key to superior performance”, discusses this topic in depth. 
 
 
Input/Output Capabilities 
 
There are two important factors to consider when deciding how to select or position 
persistent storage: 

 
• Access speeds: 

o Serial access speeds (milliseconds) 
o Random access speeds (milliseconds) 

• Input/Output bandwidth (MB or GB per second) 
 
Modern disks hold many orders of magnitude more data in significantly less space and 
for a much lower price than they did twenty years ago. Serial access speeds have 
increased significantly but not dramatically and random access speeds are about the same 
(or even less) than they were in earlier devices. 
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RAID technology has increased the reliability of disk subsystems, but numerous studies 
have shown that the failure rate of individual drives, no matter what technology is used, 
and is actually quite high. Large installations can expect to use a highly utilized random 
access disk for about a year before it fails. It is always prudent to replicate or backup 
important groups of data.  
 
It is also important to benchmark the random and serial access capabilities of a storage 
device or subsystem with multiple users before finalizing a configuration. The figures 
provided by hardware manufacturers should be viewed as an indication of performance 
under ideal conditions, which hardly ever arise in deployed systems. 
 
Many applications that use Objectivity/DB perform large numbers of random access 
operations, so it is almost always better to use many small, low latency disks than a large, 
slower disk. It may be better to ingest fast streams of raw data onto small, fast disks, 
process it from there, and then move it to large, slower disks for occasional users of the 
raw data. You can compare the “Seek Time” figures for disks to find likely candidates. 
Figure 5 (below) summarizes typical configurations. 
 

ACCESS PATTERN SEEK TIME TRANSFER RATE 
Raw Data Ingest Average High 
Random Fast Average 
Streaming Slow/Average High 
Archiving Slow Average/High 

 
Figure 5 – Matching Disk Characteristics To Access Patterns 

 
The rate at which a disk, or a disk subsystem, can deliver data to the processors that need 
it depends on the technology used for the mechanism itself and its connections, which 
may be: direct; via shared memory or a switch; or over a network. The overall throughput 
required of a disk configuration depends on the actual amount of traffic to and from the 
disk on behalf of multiple users. Caching near the disk can dramatically increase the 
perceived disk throughput, providing near to memory access times for frequently used 
data. Objectivity/DB has its own caching and replication mechanisms (discussed later), 
which may obviate the need for some kinds of hardware or file system cache. 
 
Single disks built into commodity processors are unlikely to match the peak throughput 
of a more sophisticated, cached storage subsystem. However, racks of low-end disks may 
be more suitable for some archival and query operations than tape based solutions. 
 
Network Bandwidth 
 
Objectivity/DB moves fixed size pages (blocks) of data between the client cache and 
local or remote files. The database application sets the page size for a database or 
container when a new file is created. It is typically 8 KB or 16 KB on modern file 
systems, corresponding to the unit of transfer between the operating system and disks, but 
it can range from 512 bytes to 64 KB. Clearly, a low bandwidth (e.g. 2400 Baud) 
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communications line between the client and a data server would be a prohibitive 
bottleneck. Objectivity recommends at least 100 Mbit Ethernet connectivity.  
 
The network bandwidth should be high enough to support the peak traffic between all 
clients and remote data sources. If this is impossible then the clients should use regular 
messaging protocols (CORBA, RMI etc.) to communicate with application or query 
servers that are more tightly coupled to the data storage devices. This will reduce the 
traffic requirements on the lower bandwidth lines. 
 
An alternative technique is to periodically replicate subsets of the federation to the 
“remote” sites so that the majority of the data requirements of the clients at the end of 
low bandwidth lines can be satisfied locally. 
 
Concurrency  
 
Objectivity/DB supports regular ACID (Atomicity, Consistency, Isolation and Durability) 
transactions. Lock Server processes grant access to processes or threads that need to read 
or write a database construct. The Lock Servers implement hierarchical Gray-code 
locking semantics. A strong write lock (X) on a container results in a weaker write lock 
(IX) on the database it is in and on the federation that contains the database. This allows 
other users to write into different containers in the same database.  Figure 6 (below) 
shows how Objectivity/DB automatically propagates locks “upwards” on behalf of the 
application. The S, X and IX locks were obtained on behalf of the User 1 and 2 requests. 
 

 
 

Figure 6 – Automatic Hierarchical Lock Propagation 
 
Objectivity/DB uses an underlying container versioning mechanism to allow other 
readers to continue seeing the committed version of a container while it is being updated. 
This mechanism (Multi-reader, One-Writer mode) considerably reduces the number of 
locks that a process must acquire by eliminating the need for object level locking. It also 
increases throughput by allowing both readers and the writer to run at full speed. 
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Objectivity/DB also allows databases to be cataloged as “read only”. This eliminates the 
need to send messages to the Lock Server(s) when accessing this kind of database. 
 
Although automatic hierarchical locking and Multi-reader, One-Writer mode reduce the 
amount of lock traffic it is still sound practice to: 

• Acquire update locks as late as possible in a transaction 
• Do as much as possible to a group of related objects in a single transaction.  

 
Despite the above mechanisms for reducing the amount of Lock Server traffic, it is still 
possible to overwhelm a single processing node with message traffic. Objectivity/DB 
allows the databases in a federation to be divided into groups, called Autonomous 
Partitions, with each of the groups controlled by its own Lock Server. This reduces the 
traffic to individual processors and increases the resilience of the system.  
 
Long distance Lock Server traffic can be avoided by situating a Lock Server within a 
LAN that supports a group of local client processors. Ideally, the databases would all be 
local too, but the physical locations of servers and databases can be set independently of 
one another. Figure 7 (below) shows a partitioned environment. 
 
 

 
 

Figure 7 – Autonomous partitions within a federation. 
 
A single Lock Server would also be a single point of failure, so splitting the domain of 
control (and hence the traffic to individual Lock Servers) also increases the fault 
tolerance of a system. The failure of a single Lock Server will only affect local users. 
Fault tolerant configurations are discussed again later. 
 
Application developers can cluster objects of the same or different types together at 
multiple granularities – database, container and logical page. Designers can set default 
clustering policies, such as “always put a new Sentence object near the most recently 
created Paragraph object”, but the policy can be overridden whenever the need arises.  
 
Careful grouping of objects that are frequently accessed together into their own 
containers or databases also reduces the number of lock requests. Putting all of the 
objects (Paragraph, Sentence, Word) objects for a particular Book object in the same 
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container, as shown in Figure 8 (below) would require a single lock, rather than putting 
the Paragraphs and other object types of object in their own containers or databases. 
 

 
 

Figure 8 – Eliminating the mapping layer reduces locks and I/Os 
 
Application servers often control single databases or groups of databases. An application 
server process can be directly linked with its own In Process Lock Server, avoiding the 
need for network traffic. This configuration is frequently chosen when Objectivity/DB is 
embedded in telecom, process control or automation equipment. 
 
Another aspect of concurrency, i.e. cumulative load on networks, data servers and I/O 
devices, is covered in the sections on Input/Output Capabilities, Caching and Network 
Bandwidth. 
 
Caching 
 
Accessing data that is in RAM takes as little as 60 nanoseconds. Reading the same data 
from disk takes at least 3.5 milliseconds, which is roughly 60,000 times slower. Likewise, 
transmitting 8 KB of data across a 100 Mb network connection takes about a millisecond, 
so caching the data in RAM is useful for avoiding both disk and network delays. 
 
Modern operating systems and I/O infrastructure generally cache data on its way to and 
from disk. Objectivity/DB also has its own smart client-side cache for reducing network 
traffic and local disk reads and writes. It will cache unchanged data across transactions, 
removing the need to do anything other than obtain the correct locks. 
 
Each client thread or process can initialize and use its own cache. Each thread can set the 
initial size, growth rate and upper bound (which should always be less than the amount of 
available RAM). Clients that are streaming data will generally use small caches so that 
data is transferred to or from disk as rapidly as possible. Data ingest processes want the 
data to flow straight to disk, so they want to avoid queuing a lot of data in RAM until the 
commit operation occurs and flushes it to disk. Clients that need to lookup a large body 
of reference data will probably require very large caches.  
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Careful direction of incoming requests to service threads with their own cache of 
reference material, e.g. one per telephone area code, can minimize the number of I/Os 
required to lookup reference data. Figure 9 (below) shows an application using multiple 
cache sizes and dynamics. 
 

 
 

Figure 9 – Flexible caching within the same process. 
 
In some I/O subsystems, particularly when data is being ingested to disk rapidly, it may 
be better to turn off the operating system or hardware caches for the same reason that 
small caches work better in Objectivity/DB itself when data is being streamed. 
 
The data servers (called Advanced Multithreaded Servers, abbr. AMS) use the 
underlying operating system or hardware caches by default. However, there is a 
replaceable component, the Objectivity Open File System [OOFS] that can be modified 
to provide alternative read/write cache dynamics. Figure 10  (below) shows the AMS 
subsystems. OOFS can be modified to provide different caching behaviors, such as: 

• Discarding pages on a Least Frequently Used basis, rather than Least 
Recently Used. 

• Read ahead caching, which allows the data server to fetch pages ahead of the 
client request for the next page in a sequence. 

• “Retain until read” behavior, which keeps newly written pages in the cache 
until one or a preset number of read requests are received. This is useful in 
conjunction with the Parallel Query Engine 

 

 
 

Figure 10 – Advanced Multithreaded Server 
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Data Usage Dynamics (read-only, volatile, query relevance) 
 
Conventional business applications tend to deal with small sets of data at a time, such as 
a Customer record and a specific Order. Engineering and High Performance Computing 
applications tend to deal with much larger datasets. In data intensive computing much of 
the data is generated by complex algorithms, rather than generated at human or business 
system speeds.  
 
It is important to recognize the usage characteristics of groups of data in order to provide 
adequate I/O and network bandwidth for delivering the data to its most frequent users in a 
timely manner. 
 
Typical data usage patterns include: 

• Read-only. 
• Frequently read (such as lookup tables). 
• Extremely high read (streaming) rate or concurrency. 
• Always read serially/randomly. 
• Always read via an index, such as date/time or latitude and longitude square. 
• Directly accessed by name or key value. 
• Generally accessed by navigation from another object. 
• Infrequently updated. 
• Frequently updated (serially or randomly). 
• Versioned. 
• Always written serially. 
• Extremely high ingest rate. 
• Transient data that is overwritten when more data arrives 
• Archive after a specified time or when disk space is required. 
• Discard after specified time period or event. 

 
Each of these usage patterns can be dealt with by: 

• Selecting appropriate amounts of memory and I/O bandwidth. 
• Marking databases as “read-only”. 
• Caching and logical/physical (object cluster to file) mapping strategies. 
• Object clustering, linking, naming, indexing and versioning policies. 
• Segmentation of data streams by time, geography or other significant query 

parameters. 
• Using transient objects or taking advantage of dynamic cache space reuse. 
• Using the Objectivity Open File System hooks to the High Performance 

Storage System [HPSS] or other mass storage devices to transparently stage 
data off of disk onto archival media. 
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System Latency 
 
The time between the arrival or generation of data and its availability to users or other 
systems can be thought of as a form of system latency. It may vary according to the type 
of data, because groups of data need to arrive and be recognized, or because some of the 
processing involved takes a significant amount of time. 
 
It is possible to configure the various stages in a data ingest and processing pipeline to 
reduce the amount of additional indexing required.   If arriving objects can be correlated, 
linked together with their partners, or quickly matched to existing objects, there may be 
no need for indices, which carry their own storage and processing overheads. A separate 
White Paper – “Building a high throughput data repository with high query 
performance”, describes some of the techniques used in a recent benchmark. Relational 
systems performing the same task had a latency of up to fifteen minutes. The 
Objectivity/DB implementation made the new data available within less than a second 
after the arrival of all of the related data. 
 
There is also a subtle difference between the ways that relational DBMSs and 
Objectivity/DB handle queries. An RDBMS locates all of the data required to satisfy a 
query, assembles it into a tabular view, then makes it available to the client one or more 
rows at a time. A sequential scan across a one Petabyte database could take many years 
and no results would return until all of the qualified rows were found.  
 
Objectivity/DB iterators start returning qualified objects as soon as they are found, so 
applications do not have to wait for query operations to complete, they can start 
presenting information immediately. Figure 11 (below) compares the two mechanisms. 
 

 
 

Figure 11 – Time taken to return the first qualified object. 
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Latency generally drops dramatically when Objectivity/DB is deployed. However, what 
happens if a very large amount of remote data has to be queried and very few objects are 
likely to qualify? In this case it will be better to configure a Parallel Query Engine and to 
locate its agents close to the databases to be searched. 
 
Fault Tolerance 
 
There are many approaches to achieving a fault tolerant system and the technologies used 
will depend upon the reliability of the equipment used and the number of devices 
involved. It is impossible to provide a 100% reliable system with a single standard 
processor, but Objectivity/Db can help build high availability systems at a low cost. 
 
The Objectivity/DB High Availability [HA] option segments and replicates system 
resources to reduce the chance of failure. Schemas and catalogs can be replicated to 
multiple locations. Lock management can be distributed across multiple Lock Servers 
and databases can be synchronously replicated to multiple locations and kept in sync 
automatically. Figure 12 (below) shows a typical high availability configuration. Note the 
replicated database (DB_B), catalogs and schemas. 
 
 

 
 

Figure 12 – A High Availability Configuration 
 
A High Availability Objectivity/DB deployment will always have at least two standard 
processors and disks, replicated system data, critical data replicated, two data servers and 
two Lock Servers. Having fault tolerant processors, redundant network paths and RAID 
devices will further increase the resilience of a system, but at added equipment cost. 
 
 
Geography/Mobility 
 
There may be organizational, network or security constraints on where data can be held 
and distributed. Objectivity/DB is a naturally distributed database and it uses distributed 
processing, so data storage, processing and query handling functionality can be located at 
the most appropriate facility.  
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Clients have a “Single Logical View” of the data, so given adequate bandwidth, data can 
be located anywhere. However, if the bandwidth between sites is low then it may be 
better to locate Query Agents close to the data to reduce network traffic. Likewise, 
partitioning the databases and locating their Lock Servers close to the clients that use 
them will also reduce network traffic. Database replication will also reduce the need to 
move the same data across the long distance network many times. 
 
Mobile clients that are always connected are not a particular problem, given adequate 
bandwidth. However, clients that detach from the network and then reappear will require 
their own system services (schemas, catalogs and Lock Servers) and will almost certainly 
use Objectivity/HA database replication functionality. Figure 13 (below) shows a 
globally deployed federation with fixed and mobile sites. 
 
 

 
 

Figure 13 – A geographically distributed federation 
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Security 
 
Centralized database servers manage security on behalf of a community of users and 
generally apply a single set of rules. Objectivity/DB is a distributed database and it is 
possible to implement different rules at each site in a federation. The current mechanism 
for achieving this uses a replaceable component, called Objectivity Open File System 
[Objectivity/OOFS], within the Advanced Multithreaded Server. OOFS calls another 
replaceable component that implements a Generalized Security Architecture protocol.  
 
The system or database administrators at each site can link their own versions of OOFS 
to the appropriate security mechanisms for their data and situation. Objectivity/Secure 
provides a sample implementation of a replaceable Generalized Security Architecture 
module that uses Kerberos authentication. Figure 14 (below) shows a configuration 
where one site is using LDAP and another is using SAML to enforce security policies. 
 

 
 

Figure 14 – The client has a single logical view of permitted data. 
 
 
Objectivity/SQL++ implements the standard SQL GRANT/REVOKE privacy 
mechanisms via an interactive command line tool, enabling control down to the object 
(row) leve

Copyright © Objectivity, Inc. 2007 – All Rights Reserved 15 of 29 



An Objectivity White Paper  Configuration Examples 

Configuration Examples 
 
Overview 
 
This section describes the following kinds of Objectivity/DB deployment configuration: 

• Standalone processor 
• In Process Lock Server 
• In-Memory Database 
• Network of workstations 
• Client-Server 
• ODBC Server  
• Service Oriented 

Architecture 

• High Availability 
• Parallel Query Engine 
• High Performance Clusters 
• Geographically Distributed 

Clusters 
• Grid Enabled 
• Archiving 
• Hybrid

 
 
Standalone Processor 
 
This is the simplest kind of Objectivity/DB deployment. Figure 14 (below) shows a 
multi-threaded application running against its own federated database. A Lock Server 
running in its own process manages concurrency. 
 

 
 

Figure 14 – Standalone Processor with its own disk and Lock Server. 
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In Process Lock Server [IPLS] 
 
The In Process Lock Server can be used in many of the configurations described later. 
Figure 15 (below) shows a standalone processor with its own disk and an IPLS linked 
directly with the Objectivity/DB kernel library and application process. This avoids the 
overheads of interprocess messaging and context switching. 
 
 

 
 

Figure 15 – Standalone processor with an In Process Lock Server 
 
 
 
In-Memory Database 
 
Some applications, particularly in the hard (true) real-time environment, require sub-
millisecond access to reference data. As a disk I/O takes at least three milliseconds this 
data needs to be locked in memory. It can be read into threads that are used to service 
such queries, e.g. with a thread per area code in a telecom application. Individual objects 
can be locked into memory with a “pin” operation. Or, the whole thread can be marked as 
being in “Hot Mode”, which automatically pins pages in the cache. 
 
Another similar class of applications deals with fast moving data that needs to be 
processed and reformatted before sending messages to other applications or committing a 
small amount of new data to disk. The transient objects can be managed outside of the 
cache, or treated as standard, persistent objects that are deleted when they are no longer 
required. The cache space is automatically reclaimed and used for subsequent operations.  
 
Non-volatile solid-state disk can considerably speed up applications that are primarily in-
memory but also need to store small subsets of the data. The journals used for protecting 
update transactions during the commit stage can also be stored on solid-state disk.  
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Figure 17 (below) shows a process that is ingesting data, correlating it with reference 
data, notifying other applications and storing summaries of actions taken. 
 

 
 

Figure 17 – In-Memory database application 
 
Although it is not an optimal use of an ODBMS, configuring Objectivity/SQL++ with a 
very large cache can dramatically improve performance for relational query tools. This is 
similar to the technique used by In-Memory RDBMSs, such as Oracle’s TimeTen. 
 
Network of Workstations 
 
Objectivity/DB is frequently used in workgroup or engineering environments (see Figure 
18 below). One workstation will run a Lock Server for the federation and individual 
workstations will have local and shared data, accessed via a data server (AMS). 
Workgroup environments often run without an Objectivity data server. 
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Figure 18 – One workstation (top left) runs a Lock Server for the federation 
 

 
Client-Server  
 
If the bandwidth of the connection between the client and the hosts connected to the 
databases is low (less than 100 Mbit) then a conventional client-server model should be 
used (see Figure 19, below). A messaging protocol, such as Remote Method Invocation 
[RMI or Common Object Request Broker Architecture [CORBA] can be used between 
the client and the server. Objectivity/DB is embedded in the server application code, 
which runs as a standard client. The In Process Lock Server [IPLS] is often used in this 
kind of configuration, but it is not a prerequisite. 
 

 
 

Figure 19 – A Client-Server configuration that also uses the IPLS. 
 
ODBC Server  
 
Objectivity/SQL++ is an ANSI SQL-3 compliant interface to Objectivity/DB federations. 
It enhances standard SQL and ODBC with constructs that make it possible to deal with 
structured fields and mechanisms that exploit inheritance, named relationships and simple 
object-oriented methods. An application that uses SQL++ syntax in query iterators looks 
just like any other client, but it is linked with an Objectivity/DB library that contains the 
extra SQL++ code. 
 
An ODBC application, such as Crystal Reports or Microsoft Office (most frequently 
Excel and Access) calls an Objectivity/SQL++ ODBC driver. It communicates with a 
SQL++ daemon process (oosqld) that is engineered as a server application with an ODBC 
interpretation, execution and response layer. Figure 20 (below) show a typical setup.  
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The relational client application does not need to know that it is actually connected to a 
distributed ODBMS. An environment that has many such clients could load balance 
across multiple SQL++ daemon processes (servers). 
 

 
 

Figure 20 – A relational client using an Objectivity/SQL++ ODBC driver and server 
 
 
Service Oriented Architecture 
 
Many systems are using a standardized three-tier model, known as Service Oriented 
Architecture, to integrate existing systems and develop new ones. The application server 
middleware may be proprietary, as in the case of IBM WebSphere and BEA WebLogic, 
or open source, such as JBoss and Sun Java System Application Server. 
 
Java Platform Enterprise Edition [J2EE] is an interface for writing multitier Java 
applications. It encompasses several other APIs, such as Remote Method Invocation 
[RMI]. Java EE Connection Architecture [JCA] is a generic architecture and protocol for 
connecting to databases and legacy applications. Objectivity for Java includes a JCA 
implementation that has been validated with the most popular application servers. 
 
The middle tier imposes its own overheads, so care should be taken in choosing between 
direct interaction with the database and interaction via a service. One solution is to send 
service requests to the middleware, receive an Object Identifier (which may reference a 
scaleable collection) and then access the database directly, given adequate bandwidth. 
 
Figure 21 shows an SOA setup that uses an In Process Lock Server [IPLS]. The 
Application Server may itself be distributed, so the choice of an In Process Lock Server 
or standalone Lock Servers will depend on the physical environment. 
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Figure 21 – Service Oriented Architecture deployment using IPLS for local services. 
 
High Availability 
 
A High Availability configuration requires at least two physically independent 
processors. We discussed standard High Availability configurations early in this White 
Paper.  Figure 22 (below) shows a highly available configuration using three processors 
and two replicated databases. The Lock Server on Host_1 is active and is in transactional 
control of the replicated database. The second Lock Server, on Host_2, is running but 
does not have transactional control. Each database replica has one vote to be used by the 
quorum resolution algorithm. The second Lock Server (on Host_2) also has one vote. 
 

 
 

Figure 22 – High Availability configuration with tiebreaker 
 
If one of the two data serving hosts (Host_1 or Host_3) fails the other processor can 
continue serving data, including updates, as clients have access to a Lock Server and can 
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locate two of the three votes they need for a quorum. The exact mechanics depend on 
which machine fails: 
 

• If Host_1 fails then the Lock Server on Host_2 already has the tiebreaker 
vote. However, it must be catalogued as being in control of the database as 
the previously active Lock Server is dead. Client processes that were using 
the replica on Host_1 will automatically pick up the one on Host_3 and the 
new Lock Server in their next transaction. 

 
• If Host_2 fails then the tiebreaker vote can be given to the Host_1 Lock 

Server, which can continue service without interruption as it is already in 
control of the database. Client processes will not be affected. 

 
• If Host_3 fails then clients using Host_1 can continue uninterrupted as they 

can see a quorum of votes. All of the clients can still see the controlling Lock 
Server on Host_1. Clients that were using the database replica on Host_3 will 
automatically pick up the one on Host_1 in their next transaction. 

 
If only two processors are available then the situation is altered slightly. Objectivity/HA 
provides a mechanism for forcing one of the two replicas to have a quorum. The 
mechanism for determining whether or not a host machine has gone down, or is merely 
disconnected, is implemented outside of Objectivity/DB. 
 
If there are more than three processors then the whole system can be much more resilient 
and the failure of individual nodes will be easier to deal with. Most nodes will be 
unaffected, but nodes using the failed resource may have to rollback and reapply 
interrupted transactions. 
 
Parallel Query Engine 
 
Standard scan() methods (operations) run synchronously within the kernel. Imagine a 
federation with these contents: 

• Seven databases named after continents - Africa, Antarctica, Asia, 
Australasia, Europe, North America and South America. 

• Each database has a container for each country in that continent. 
• Each container has City objects linked to one or more Image objects.  

 
If all that is known is the name of the city and there are no supplementary structures to 
help locate a specific city then a query that needs to find the Images associated with 
“London” would have to iterate over all City objects in the federated database. Although 
the iterator starts returning qualified city objects as soon as they are found the scan is 
executed synchronously within the kernel. In the worst case, the database and container 
that includes the city object for a sole occurrence of “London” might be the last ones 
scanned. 
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The Parallel Query Engine [PQE], shown in Figure 23 (below) supports a parallelScan() 
method. It uses remote Query Agents to execute subsets of a query. It has two types of 
replaceable component: 

• Client side “Task Splitters” – determine the databases/containers to be 
searched and the degree of parallelism. 

• Server side “Filters” – further qualify an object after it has been selected 
using standard predicates. 

 

 
 

Figure 23 – A Parallel Query Engine deployment with two Query Agent processes. 
 
 
The query described above would use a Task Splitter to direct parallel sub-queries to 
seven Query Agents located near each country database, i.e. within the same high-speed 
network, or in the host connected to the database files. The seven Query Agents would 
look for containers holding information for City objects called “London”. They would 
find 5 in Africa, 3 in Australasia, 1 in Europe, 20 in North America and 2 in South 
America.  
 
As each country/database specific Query Agent scans the containers in its target database 
it finds City objects and returns them to the client-side PQE subsystem, which then 
presents them to the application via the iterator. The client receives objects much faster 
than an individual process could find them. The client then navigates to the Images. 
 
This mechanism is radically different from the one used by conventional database 
servers. They use knowledge of the probable physical whereabouts of candidate items 
and population statistics, rather than the tunable search clues that PQE uses. 
 
The replaceable Filter component in each agent could further refine the search, perhaps 
applying an image recognition algorithm and searching for “people wearing red hats”.  
The replaceable Filter component can perform any function desired, including accessing 
other Objectivity/DB databases and external data sources.  
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High Performance Clusters 
 
Many High Performance Computing environments deploy clusters of single or multicore 
processors. They may be tightly connected via special backplanes and shared memory, or 
loosely coupled via high-speed switches. The hosts containing single or multiple 
processors may: be locally connected to their own filesystems; use a distributed 
filesystem, such as CXFS; or be connected to a common storage infrastructure, such as a 
Storage Area Network or Network Attached Storage. 
 
The Objectivity/DB clients and servers can be distributed across the processors, with 
Lock Servers and data servers located close (time wise) to the clients they are serving or 
the resources they are making available. Shared memory can be used to pass preloaded 
Objectivity/DB caches (contexts) between threads belonging to the same process. 
 
Figure 24 (below) shows a High Performance Cluster that was used to ingest, fuse and 
service queries on a 120 Terabyte federation that ingested data at the rate of 3.2 million 
objects per second (one Terabyte per hour) for a benchmark. Note that the processors 
were relatively low speed, to meet a heat dissipation limitation. The configuration used a 
SGI Numalink backplane, a Brocade switch, the distributed CXFS file system and an LSI 
Logic SAN. The ingest/fusion processes used their own caches, rather than the CXFS or 
SAN caches. 
 
 

 
 

Figure 24 – High Performance Computing cluster. 
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Much larger clusters have been deployed in government and scientific applications. The 
Stanford Linear Accelerator Center’s BaBar Project used 2400 processors to work with 
over a Petabyte (compressed to 984 Terabytes) of data for their high-energy physics 
experiment. 
 
Geographically Distributed Clusters 
 
We briefly discussed geographic and mobility issues in the Architecture Primer section 
and showed an example in Figure 13. Telecom hardware is generally grouped according 
to the usage requirements. The Operations Support Services will be centralized or 
geographically dispersed. The Network Operations Center will be centralized with one or 
more emergency standby facilities. Local centers will house large communications 
switches and resources for specialized services, such as voicemail, photo sharing and on-
demand music and video serving. Some equipment, such as broadband Internet provision, 
may be located in Central offices close to the subscriber, or even in their home or office.  
 
 
Figure 25 (below) shows a geographically distributed telecom network. The Corporate 
Headquarters and Regional Centers would most probably use Service Oriented 
Architecture clusters. Each Intelligent Network node would use clusters of application 
servers or standalone processors. 
 
 

 
 

Figure 25 – Clusters of Objectivity/DB applications deployed within a telecom system. 
 
 
Objectivity/DB is most frequently used in the lower layers of telecom networks, in 
subsystems such as Advanced Intelligent Networking and Element Management Systems, 
but it has been gainfully deployed in all of the above environments by companies such as: 

• Iridium - Low Earth Orbit satellite communications network operations 
center) using CORBA and Objectivity/DB 
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• Alcatel – Intelligent Networking Service Control Points 
• SprintPCS - CDMA wireless base station controllers 
• Com21 - advanced cable services 
• Fiber optic multiplexers (Siemens)  
• Optical switches (Ciena) and broadband delivery (Navini Networks). 

 
The process control and automation, medical instrumentation and defense markets have 
also deployed Objectivity/DB in geographically distributed and mobile environments, 
including: 
 

• Dräger Medical’s Zeus® - high precision anesthesia system  
• L-3 Communications – Network Centric Collaborative Targeting system 
• LMS – Fetal monitoring system 
• NEC – Wafer fabrication control 
• NGMS – THREADS, a Human Intelligence correlation system. 
• Siemens Advanced Building Technologies - building automation system. 

 
Grid Enabled 
 
Objectivity/DB has been used in distributed configurations in many computational and 
data grids. It has been validated as being compliant with the Level 3 requirements of the 
“Ready for IBM Grid Computing Systems” program. Objectivity/DB client applications 
were submitted to a grid batch program scheduler supplied by Platform Computing. They 
were started in the grid environment, located their data and Lock Servers and ran to 
completion, returning their results to the nodes that submitted the jobs. Figure 26 (below) 
shows a grid deployment. The diagram omits the data return paths for simplicity’s sake. 
 

 
 
Figure 26 – Objectivity/DB applications executing tasks for clients in a grid environment 
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Objectivity/DB has also been validated with IBM WebSphere 6, which is grid-enabled. 
This allows clients to request services from WebSphere and use grid enabled 
Objectivity/DB services.  
 
Future releases will allow Objectivity/DB clients and servers to communicate over 
standardized grid infrastructure. Objectivity/DB will use virtualized servers. The server 
processes and database files will be able to be administered using standard (Open Grid 
Services Architecture) grid services. This is a natural evolution as Objectivity/DB is a 
fully distributed DBMS and the leading RDBMSs are not. 
 
Archiving 
 
Many environments require immediate access to a subset of the available information and 
can access archives for additional or older material.  The Objectivity/DB Advanced 
Multithreaded Server [AMS] can access the High Performance Storage System or other 
mass storage archival solutions via the Objectivity Open File System layer. The only 
impact on applications is that they should be prepared to receive an exception informing a 
client that offline data is being located and brought online. 
 
The client to AMS messaging protocol allows the client to send additional clues to the 
storage infrastructure, such as a policy selection. Examples might be: offline this now; 
retain online until accessed at least once; retain for 31 days; cache for random access; or 
make two additional copies as soon as possible. 
 
Some storage devices do not allow the user to deploy application code inside them. 
However, any device or system that runs a Network File System [NFS} daemon process 
(nfsd) can act as a data server for Objectivity/DB. It is impossible to use the NFS 
protocol directly as it does not guarantee the timeliness of simultaneous read and update 
operations, but the nfsd lightweight server has enough functionality to support basic 
remote access requirements. AMS is preferred for write intensive applications and is 
essential for the support of Objectivity/DB database replication and High Availability 
functionality. Figure 27 (below) shows a mixed environment, with local, AMS, HPSS, 
distributed file system (CXFS etc.) and nfsd file handling. 
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Figure 27 – Local and archival storage configurations, with and without AMS and OOFS. 
 
 
Hybrid 
 
We have reviewed a wide variety of deployment configurations, ranging from standalone 
to grid enabled and real-time in-memory to offline archive handling. All of these 
configurations use the same version of Objectivity/DB and interoperate across platforms 
and with other configurations. Even the standalone configuration can serve data to other 
clients when it is connected to a network, using an nfsd daemon as a data server.  
 
The same application can run in many different deployment configurations with zero or a 
few modifications. There are minor considerations that are unique to disconnected 
machines, offline storage or the message handling that is always present in server side 
applications. However, these aspects can be handled at a high level in an application 
process, allowing the majority of developers to concentrate on the task at hand and to use 
the full power of Objectivity/DB to help solve problems. 

Copyright © Objectivity, Inc. 2007 – All Rights Reserved 28 of 29 



An Objectivity White Paper  Configuration Examples & Summary 

Figure 28 (below) is an Objectivity/DB customer’s depiction of an advanced data fusion 
system that deploys Objectivity/DB at multiple locations in its architecture. 
 
 

 
 
 

Figure 28 – L-3 Communications Network Centric Collaborative Targeting system 
 

Summary 
 
We have shown that it is easy to configure Objectivity/DB to suit a whole range of 
performance, throughput, geographic and other parameters. The architectural features that 
make this possible are: Single Logical View; Simple Distributed Servers; and 
Replaceable Components. 
 
The ability to deploy the same DBMS at multiple locations and provide all users with a 
single logical view is a powerful tool when selecting architectural components. It opens 
up new possibilities for making data available in a timely, efficient and safe manner. The 
single logical view allows database administration tools to be run anywhere that they 
have permission to access resources that need to be installed, updated or moved. The 
same Objectivity/DB libraries can be installed at all of the locations that need them, 
without having to worry about mobile, enterprise or other capability and licensing issues. 
 
The architecture uses simple servers that improve scalability and reliability and are easy 
to install and maintain. Replaceable components can increase the power and functionality 
of a system without moving the full burden of support to the application developer. 
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