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Spark™ and
Objectivity’s ThingSpan™
Many organizations have selected the open-source Apache Spark
platform to build high performance data analytics systems. Spark
Streaming is ideally suited for large-scale streams processing, able
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Apache Spark Alone Is Not the Solution
Spark is an ideal framework for processing Fast Data, but it is not a
storage solution for Big Data. In order to draw connections between
datasets, Spark must be used to pull data from storage and perform
a series of joins across multiple datasets to create DataFrames.
Each piece of collected data must be decomposed, and then queried
to form connections between objects in a relational database. In
cases where real-world objects are involved, this is not an efficient
method for analyzing data, and performance will suffer.

THINGSPAN OVERVIEW
• A massively scalable, distributed solution for information fusion
ThingSpan is a powerful approach to object-oriented information
fusion: by grouping data into objects, it enables faster processing
and higher performance.
• Native support of the Big Data ecosystem
Architected to support industry-standard, open-source
technologies, ThingSpan leverages these key Apache platforms:
Hadoop, Spark, Kafka, and Flume.
• Rapid navigation of complex queries
ThingSpan uses Apache Spark to collect and analyze real-time
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streaming data, instantly triggering actions when required.
• Organize highly interconnected data by relationships
ThingSpan enables organizations to map out the connections
between data points in real time, making it simple to identify
patterns and relationships, according to time-series data, location,
and other groupings.
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The Power of Apache Spark, Amplified
Typically, events must be parsed and data will be normalized for
storage in a relational database. But by using Objectivity’s information fusion platform ThingSpan on Apache Spark and Hadoop, you
can eliminate the data decomposition process, thereby increasing
speed and performance.
ThingSpan ensures superior performance by organizing data about
people, locations, events, and devices into set of logical models
involving objects and the relationships between them. This allows
information to remain associated, eliminating the need to dynamically
compose these complex relationships at query time, a process which
is typically expensive, time-consuming, and inefficient.
ThingSpan’s object-oriented approach to information fusion makes it
faster and easier to create systems capable of managing data
volumes well beyond the petabyte level. Now organizations can
transform Big and Fast Data from generic to relevant in real time,
thereby maximizing business value.
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ThingSpan is designed to run as a YARN application on Hadoop to
form a powerful data-storage and processing workflow for
scenarios involving real-world objects, such as physical locations.
In one use case for an oil and gas company, an Objectivity
customer utilizes sensor-driven devices to capture petabytes of
real-time data related to underground seismic activity from its
ship and land-based seismic sensors together with well log and
other data to dynamically build a common data model that
support geoscience applications.
Rather than managing data streams from different data sources
into separate datasets, Objectivity’s software is used to create
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and persist a common data model that provides a single, common
view of all relevant seismic data, including all associated
metadata. When analyzing geospatial data, there is no lag time: It
can be immediately visualized and acted upon data insights,
leading to higher performance and better business intelligence.
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About Objectivity, Inc.
Objectivity, Inc. is a pioneer in high-performance distributed database
platforms that power mission-critical applications for the most
demanding and complex data sources in the enterprise. Objectivity
enables organizations to accelerate time-to-value of their data assets
at scale by enriching Big Data with Fast Data.
With a rich history serving Global 1000 customers and partners,
Objectivity holds deep domain expertise in fusing vital information
from massive data volumes to capture new revenue opportunities,
drive competitive advantages, and deliver better business value.
Objectivity is privately held with headquarters in San Jose, California.
Visit www.objectivity.com to learn more.
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